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1. How to Model Intelligence?



How to Model Intelligence? — What is “Al""?

“The ability of an agent to achieve goals in a wide range of environments.”
— (Russell, 2019)

Let E be the space of all computable reward summable environmental measures with
respect to the reference machine U, and let K be the Kolmogorov complexity function.
The expected performance of agent 7 with respect to the universal distribution 2~ K(#)

over the space of all environments E is given by,

V(r) = Z 2_K(“)V,Z'.
neE

We call this the universal intelligence of agent 7 (Legg & Hutter, 2007).
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How to Model Intelligence? — What is “Al""?

{ '

Artificial Intelligence (Al)

Machine Learning (ML)

Most of the hype is based on Deep Learning. 5/59



How to Model Intelligence? — What is “Al""?

Van Rooij et al. describe how the usage of the term “Al" shifted from Al-as-Psychology
to Al-as-Engineering (van Rooij et al., 2024).

Historical (1970s-80s) | Contemporary (Today)
Al-as-Psychology Al-as-Engineering
Goal: Understand the mind. Goal: Technical progress.
Al as a theoretical tool. Al as a product.
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How to Model Intelligence?

Symbolism

Exploits explicit, rule-based symbolic manipulation, logic, and structured reasoning to
represent knowledge and solve problems.

® Assumption: Intelligence uses high-level, human-readable symbols to represent problems
and logic to solve them.

® Motivation: Model the mind (as a rational unit)!

Connectionism

Exploits artificial neural networks & statistics, emphasizing learning from patterns,
distributed representations, and emergent behaviors.

® Assumption: Intelligence emerges from the interaction of simple and low-level units, i.e.
biological neurons.

* Motivation: Model the brain (and the mind will emerge)!
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How to Model Intelligence? — Symbolism

Assumptions of Al Research of the Time

® The biological assumption: The brain processes information in discrete operations by
way of some biological equivalent of on/off switches.

® The psychological assumption: The mind can be viewed as a device operating on bits
of information according to formal rules.

® The epistemological assumption: All knowledge can be formalized.

* The ontological assumption: The world consists of independent facts that can be
represented by independent symbols.
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How to Model Intelligence? — Symbolism

“[Dreyfus’] derisiveness has been so provoking that he has estranged anyone
he might have enlightened. And that's a pity.” — Pamela McCorduck
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https://www.youtube.com/watch?v=oUcKXJTUGIE&t=91s

How to Model Intelligence? — Connectionism (2000—Present)

® 2006-2012: Early Breakthroughs
® Revival of deep neural networks combining backpropagation and gradient descent (Leibniz,
1676; Rosenblatt, 1962; Pontryagin, 1950; Dreyfus, 1962; Amari, 1967; Linnainmaa, 1970;
Werbos, 1982; Rumelhart, 1982; LeCun, 1987).
® Major success: ImageNet competition (AlexNet, 2012)
® 2013-2017: Rapid Expansion of Deep Learning
® CNN dominance in image recognition
® Reinforcement Learning breakthroughs (AlphaGo, 2016)
¢ 2018-Present: Transformers and Large Language Models
® Natural Language Processing revolution (BERT, GPT)
® Generative Al models (GPT-3, ChatGPT, Stable Diffusion)
® Modern Symbolic Revival and Hybrid Al (Ongoing)

® Neurosymbolic Al: Combining deep learning and symbolic reasoning
® Explainable Al (XAl): Interpretable, trustworthy systems
® Importance for ethics, transparency, and safety
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How to Model Intelligence? — Connectionism

1. Computational Power
® Massive increase in GPU computing capacity.
® Parallelization of neural network training.
2. Big Data
® Availability of huge, labeled datasets.
® Online data collection (ImageNet, web scraping).
3. Algorithmic Advances
® Improved training algorithms (e. g., backpropagation, Adam optimizer).
® New network architectures (CNNs, RNNs, Transformers).
4. Open-source Ecosystem

® Accessible tools: TensorFlow, PyTorch.
® Community-driven knowledge sharing.
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How to Model Intelligence? — Connectionism
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2. When is Learning Possible?



When is Learning Possible?

“The organism feeds on negative entropy.” — (Schrédinger, 1944)
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When is Learning Possible?

010101010101010101010101010101
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When is Learning Possible?

110011010101110100011100101111
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Let's say you see the following two 30-bits:

x; = 010101010101010101010101010101
x» = 110011010101110100011100101111

Question: Now guess the 31st bit! Now someone tells you the 31st bit. What bit
informed you “more’?

Answer: We say the process generating x» has a higher entropy (Shannon, 1948)
than the one generating x;. Because its pattern is unpredictable, we are more “often”
surprised when reading the bits of x, from left to right.
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When is Learning Possible?

Information entropy measures uncertainty / surprise. It is the expected value of
surprise.

© High entropy: highly unpredictable, many possible outcomes, each similarly likely

® Low entropy: predictable, only a few likely outcomes
Learning requires

entropy + structure =~ complexity.

We have to be surprised but also be able to exploit a structure to compress
observations.
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When is Learning Possible?

A physical formula like
F=m-a

can be thought of as a highly compressed representation of some aspects of physical
reality!

In other words, F = m - a reveals the structure of motion, thus the informational
entropy cannot be too high.
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When is Learning Possible?

Some neuroscientists (K. Friston, Kilner, & Harrison, 2006; K. J. Friston, 2011) think
that organisms try to minimize surprise by

1. adjusting expectations (perception, learning) and

2. realize expectations (acting).

According to this school of neuroscience,
organisms are their own existence proof.

By acting to keep themselves alive, they continuously generate sensory inputs that
confirm their continued existence.
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3. How Do Machines Learn?



Learning a model of “the world”
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The Mathematical Neuron

Neuron Artificial neuron

Cell body

Nucleus\(

©
O

Axon hil% Synaptic terminals O z

Golgi apparatus
Endoplasmic /2
reticulum

Dendrite

Dendritic branches
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The Mathematical Neuron

“Because of the ‘all-or-none’
character of nervous activity,
neural events and the relations
among them can be treated by
means of propositional logic.”

O—=—0—0

Warren S. McCulloch Walter H. Pitts Jr.
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The Mathematical Neuron

“Because of the ‘all-or-none’
character of nervous activity,
neural events and the relations
among them can be treated by
means of propositional logic.”

1 if S x> 1

f(x1,...,x,) =
(a n) —1 otherwise.

Warren S. McCulloch Walter H. Pitts Jr.
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The Mathematical Neuron

Complex logical operations can be performed using networks of binary neurons.

z

Identity: C = A And: C=AAB :C=AVB Negation: C = B
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Synaptic Plasticity

Hidden layer Hidden layer Output layer
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Synaptic Plasticity

Hidden layer Hidden layer Output layer
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Synaptic Plasticity

Input Neuron Output

. Fg(x1, %, x3))

Parameters

Parameters determine how strong neurons are wired together:

g(x1,x2,x3) = x1 - wi1 + X2 - wo1 + X3 - w3y
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Activation Functions

1 fz>0
1 (2) == (2) {O otherwise
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Synaptic Plasticity (Biology)

Input Neuron Output

f(g(x1, %2, x3))

W21
X. Yy
&, 30 ®

Parameters

“Neurons that fire together, wire together.”
Wij = Wij + 1" Xi-yj

Decentralized way for a brain to self-organize based on pattern of experience
without a built in “goal” or “error correction”!
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Synaptic Plasticity (Computer Science)

Input Neuron Output

W11
fg(x1, x2, x3))

@ W21 @ @

W

Parameters

“Trace the error, tune the weight.”
Orp1=0r —n-VJ(0;) with 0, = (w11, wor, wz1)

Global error-driven optimization algorithm!
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Cost Function (Regression)

Mean Squared Error (MSE):

10 I |
e True Values
gl ® Predictions | |
he(x1)
[ ]
] % ho(x3)
g y1 y.3
© h bt -
= 4 - G(XZ) y3 ° .
he(x3)
2 I |
0—= X2 X3 Xa
Data Points
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Cost Function (Regression)

Mean Squared Error (MSE):

L
J0) =4 > (yi— ha(xi))?
i—1

where y; is the correct label of a data point x; = (x1, ..., X,) in our training data.
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Cost Function (Regression)

Example: Let us suppose

ho(x1, x2) = w11 - x1 + wo1 - X2

and let us assume wi; =2, wp; = 0.5 and we have two data points x; = (1,1),y1 =1
and xp = (—1, —2), y» = —3. Then our mean squared error is:

J(wi1, wo1) = % [(1— (wi1- 1+ wor - 1))+ (=3 — (wi1 - (1) + woy - (—2)))2]
= [0 (21405 )P +(-3- (2 (-1)+ 05 (-2)))’

The gradient would be:

—4 + 2wq1 + 3w

VJ(wii, war) = —7 4+ 3wyt + bwoy
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Cost Function (Classification)

Categorical Cross Entropy Cost:

N
Z log (hs(xi))]

where y; is interpreted as the probability distribution of categories for x; = (x1, ..., xn),
i.e. a data point.
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Gradient Descent

To improve the model's prediction, we try to minimize the cost function. One way to
do this is gradient descent:

Oir1=0:—n- v-/(et)

Condition: VJ(0;) exists!

Interactive Tutorial
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https://uclaacm.github.io/gradient-descent-visualiser/#playground

Gradient Descent

Loss

J(6) = 62 — 20 + 2

VJ(6) =26 —2
—n - VJ(6)

: : _Minimum : : 0
—2 —1 1 2 3 4
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Gradient Descent
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Epoch
o ° i’ 000,000

DATA FEATURES

Which properties do

Which dataset do
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REGENERATE

Simplified Tensorflow Playground

Learning rate
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OUTPUT
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Extended Tensorflow Playground
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https://playground.tensorflow.org/#activation=tanh&batchSize=10&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=4,2&seed=0.05035&showTestData=false&discretize=false&percTrainData=50&x=true&y=true&xTimesY=false&xSquared=false&ySquared=false&cosX=false&sinX=false&cosY=false&sinY=false&collectStats=false&problem=classification&initZero=false&hideText=false&learningRate_hide=false&showTestData_hide=true&discretize_hide=true&regularizationRate_hide=true&percTrainData_hide=true&regularization_hide=true&batchSize_hide=true&noise_hide=true&activation_hide=true
https://playground.tensorflow.org/#activation=tanh&batchSize=10&dataset=circle&regDataset=reg-plane&learningRate=0.03&regularizationRate=0&noise=0&networkShape=4,2&seed=0.41031&showTestData=false&discretize=false&percTrainData=50&x=true&y=true&xTimesY=false&xSquared=false&ySquared=false&cosX=false&sinX=false&cosY=false&sinY=false&collectStats=false&problem=classification&initZero=false&hideText=false

Model Types

® Discriminative models: Learn the boundaries of decisions.

® Generative models: Learn the whole distribution of the data.

Discriminative modelling Generative modelling
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Model Types

Artificial neural networks (ANNs) are the most prominent model types currently in use.
However machine learning spans over much more model types such as:

Model type Best for Complexity
Linear models Simple trends, high interpretability Low
Tree-based Tabular data, excel-style sheets Medium
SVM Clear margins of separation Medium
Bayesian Risk assessment, small datasets Low/Medium
Neural networks Images, audio, large-scale text High

Table: Comparison of machine learning model types.
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Geoffrey Hinton on Al and consciousness:
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https://www.youtube.com/watch?v=vxkBE23zDmQ&t=372s

Yann LeCun on the need for a paradigm shift:
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https://www.youtube.com/watch?v=MWMe7yjPYpE&t=45s
 https://www.youtube.com/shorts/gFeERlh7JMU

4. How Do Humans Train Machines?



Theory-driven Modeling

Reality
(Observations)

Confirmation,

i C tual Modeli
Falsification onceptual Modeling

Conceptual Model h

(Digital Information) (Theory)

S~

Programming

‘ Computer Model

Minds constructs a (falsifiable) theory or hypothesis about reality to test against.
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Data-driven Modeling

Reality
(Observation)

Evaluation Data Collection

Parametric Model hg & Data
(Digital Information)

Parameters 6
(Digital Information)

S

Training

Algorithms (directly) fit a parametric model to the data. Minds are usually unable to
conceptualize the trained model.
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Development Cycle

Problem Setting
‘ Data Collection H Feature Selection H Data Preprocessing

Yo T

‘ Model Training H Model Evaluation H Model Deployment
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Programming Libraries

fast_qlinear(torch. ograd.Fi H . .
Tomard(cts, a, b, seates, reros): Python and ML libraries (PyTorch,
m, Kk = a.shape tensorflow, JAX etc.)

e n b.shape

quant_groupsize = 128

block_size_m = 16

block_size_n 32 [

block_size_k = 256

group_size_m = 8

num_warps =

num_stages = 8

total_blocks_| triton.cdiv(m, block_size_m)
total_blocks_l triton.cdiv(n, block_size_n)

Train a Model with Python
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https://github.com/aica-wavelab/aica-assignments/A1_introduction

5. How Do Humans Teach Machines?



Interactive Machine Learning: The Wekinator

Wekinator is a free, open source software that allows anyone to use machine learning
to build new musical instruments, gestural game controllers, computer vision or
computer listening systems, and more (Fiebrink, 2019).

www.wekinator.org
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www.wekinator.org

Interactive Machine Learning: ml5js with p5.js

ml5js is an open source library with a goal of making machine learning approachable for
a broad audience of artists, creative coders, and students.
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https://editor.p5js.org/BZoennchen/collections/HEMIWYgFK

InteractML

InteractML brings machine learning visual scripting to Unity, empowering game
creators to develop novel gameplay mechanics and control schemes without writing
code. You can create ML models by joining nodes together and visualize in real-time
the data from a Unity scene in the graph (Bernardo, Zbyszynski, Grierson, & Fiebrink,

2020).
https://interactml.com/
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https://interactml.com/

Interactive Machine Learning: Teachable Machine

Teachable Machine is Google's online tool which you can use to recognize sound,

images, and poses.
https://teachablemachine.com/
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https://teachablemachine.withgoogle.com/

Interactive Machine Learning: The Marcelle Toolkit

Marcelle is a software for composing interactive machine learning workflows and
interfaces (Francoise, Caramiaux, & Sanchez, 2021).

https://marcelle.dev/
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https://marcelle.dev/

Interactive Machine Learning: The Marcelle Toolkit

Marcelle Example - Dashboard DataManagement ~ Training  Batch Prediction  Real-time Prediction

webcam Instance label

activate video

dataset browser

This dataset contains 65 instances.

Capture instances to the training set

Hold to record instances

View More

View More

mosletiet l l l l l l

Using Mobilenet v1 with alpha = 1.

View More
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Interactive Machine Learning

“Machine learning allows for the creation of new creative outcomes and new
creative relationships between people and machines.” — Rebecca Fiebrink
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Any questions?
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